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Abstract

Algebraic multigrid (AMG) is an e cien t algorithm for solving certain types of large,
sparselinear systems. For solving very large problemswith AMG it becomesecessaryto use
parallel algorithms. Coarsegrid selectionalgorithms such asCLJP werecreatedto parallelize
the setup phaseof AMG. For someproblems, such asthosediscretized on structured meshes,
CLJP tends to selectcoarsegrids with more nodesthan alternativ e coarseningalgorithms.
In this paper, the causefor the selectionof too many coarsenodesby CLJP is examined,and
a new technique which lowers the operator complexities generatedby CLJP is intro duced.
To validate the new method, the modi ed CLJP is comparedto other coarseningalgorithms
for large-scaleproblems.

1 INTR ODUCTION

The algebraic multigrid (AMG) method [1, 2, 3, 4] gained popularity due to its e ciency in
solving certain classesof large, sparselinear systems. AMG has beenshown to convergeinde-
pendenly of problem size for a number of problems, and due to this potential for optimality,
AMG is an attractiv e algorithm for solving large-scaleproblemsin parallel. Howewer, to realize
reasonablescalability in AMG, both the solve phaseand the setup phasemust run in parallel.

The coarsegrid selectionalgorithms of early AMG methods wereall basedon the coarsening
method by Ruge and Steben (RS) [1], which is inherertly sequetial becauseonly one coarse
node is selectedin ead iteration. When parallel AMG methods were rst being considered, it
was apparert that the solve phasewould parallelize in the sameway that geometric multigrid
methods had been parallelized. The challengewasto nd a way to parallelize the AMG setup
phase. In particular, parallelization of the coarsegrid selectionalgorithm preseried the largest
obstacle[5].

Seweral methods have beenproposed,the rst of which are\parallel Ruge-Stiben” methods.
The Cleary-Luby-Jones-Plassmann(CLJP) algorithm [6] followed and is a fully parallel algo-
rithm which conmbines the two passmethod of the Ruge-Stiben algorithm into a single parallel
pass. This algorithm is basedon the use of independent sets to selectcoarsegrid points (C-
points). Hybrid methods, which combine CLJP and Ruge-Stben algorithms, have also been
studied [7], notably Falgout coarsening. Subdomain blocking techniques [8] o er another ap-
proad for parallel coarsegrid selection. Recerily De Sterck, Yang, and Heys developed two new

This is a preprint of an article published in Numerical Linear Algebra with Applications 2006; 13:87{104.
http://www3.in terscience.wiley.com/cgi-bin/jhome/ 5957

YSiebel Center for Computer Science,Univ ersity of lllinois at Urbana-Champaign, 201 North Goodwin Avenue,
Urbana, IL 61801, U.S.A., email: alber@uiuc.edu



algorithms which are also basedon independert sets[9]. These methods are di erent in that
they use a modi ed interpolation operator which allows for grid hierarchies with much lower
operator complexities.

This paper focuseson the CLJP algorithm. A technique that canimprove the performanceof
the algorithm in terms of operator complexities and solve times is preserted. CLJP tendsto se-
lect grid hierarchieswith large operator complexities, particularly for structured two-dimensional
(2D) or three-dimensional (3D) grids. Obsenations show that CLJP coarseningyields hierar-
chies with large complexities due to the nature of the independen setsusedto selectC-points.
Sincethe independen setsare constructed without consideringthe meshstructure, the resulting
coarsegrid typically doesnot retain the structured property of the ne grid. To addressthis,
the input to the independen set routine is modi ed in order to encouragethe selectionof well-
structured independert sets. This is accomplishedusing a graph coloring algorithm. Although
the cost of coloring the graph prior to selecting the coarsegrid is non-trivial, it often saves
overall time sincesigni cantly fewer C-points are selected.

Numerical experiments run using the modi ed CLJP algorithm, called \CLJP in color"
(CLJP-c), shav improvemerts in operator complexities for both structured 2D and structured
3D problems. In most casesthe setup and solve times are markedly improved as well.

The remainder of this paper is organized as follows. A brief overview of the basic AMG
algorithm is given in Section 2. In Section 3, the CLJP algorithm is intro duced in more detalil.
Additionally , the results from test casesvhere CLJP selectslarge coarsegrids are showvn. Details
on the technique usedto modify CLJP are presered in Section4. In Section5, the performance
of the CLJP-c algorithm is numerically comparedwith CLJP and Falgout coarsening. Finally,
conclusionsand a discussionof possiblefurther improvemers to the coarseningalgorithm are
given in Section 6.

2 ALGEBRAIC MUL TIGRID

In this section, the basic AMG algorithm is outlined. A more thorough treatment of AMG can
be found in [1, 3, 4]. AMG is designedto solve problems of the form

Ahuh = fh; (1)

where A isann n matrix.
Unlike geometric multigrid, AMG does not operate on a physical grid. For conceptual
corvenience, the degreesof freedom, uj,, are called grid points, and the collection of nodes,

The basicideain a multigrid solver is that error, ey, is composedof two componerts: high-
frequencyerror and low-frequency(or smooth) error. In AMG, smooth error is any componert of
error not removed by relaxation onthe ne grid. In this case,smooth error is called algebaically
smaoth error (asopposedto geometrically smooth error). For corvergence smooth error must be
removed through coarse grid correction. Coarsegrid correction is the processof approximately
solving the defect equation Ane, = ry, wherery, = 1, Apuy is the residual on a coarsegrid
and interpolating a correction badk to the ne grid.

An AMG userprovidesonly the ne grid matrix and right-hand sideto the solver. Howeer,
AMG produces seweral additional componerts before attempting to solve the linear system.
Below, superscripts are usedto denotethe grid level, wherelevel 1 is the nest level. Therefore,



Algorithm 1 AMG-Setup (An)
Initialize: k1, A% A,
1: while j Xj > stopping sizedo

2. SelectCk and Fk: ck[ Fk= kandck\ Fk=;
. k+1 Ck

3

4: Dene PK (interpolation operator from level k + 1 to level k)

5:  Dene RK (restriction operator from level k to level k + 1, often Rk = (PK)T)
6: Akl RKAKpk (Galerkin operator)

7:  Construct smoother, S, if necessary

8 k k+1

9: end while

10: M k

Algorithm 2 AMG-V (A; S; R; P; u; f; k)
1. if M = kthen /[ k isthe coarsestlevel
Solve Aku = f

3: return u

4: else

5:  Apply smoother SK to Aku= f, ; times
6: rk f Aku
7

8

9

Pkl Rk
el AMG-V (A; S; R; P; 0; rk*l: k+ 1)
.U u+ Pkekt
10:  Apply smoother Sk to Aku=f, , times
11:  return u

12: end if
Al= Apand 1= . The componerts neededby AMG are all createdin the setup phaseand
are de ned as follows.

Grids: 1 2 M

Grid operators: A=fAL A% AMg

Restriction operators: R=fRL;R%::::RM g

Interpolation operators: P = fP1;P?;:::;PM 1g

Smoothers: S=fs%:s2::::sM 1g

Algorithm 1 shows the basic AMG setup phaseand how ead componert is constructed. The
\stopping size" in Line 1 is de ned by the designerof the AMG solver and is often as small as
one. Line 2 encapsulatesthe coarsegrid selectionstep.

Oncethe grids, grid operators, grid transfer operators, and smoothers have beenconstructed,
the AMG algorithm is ready to begin solving the linear system. The actual solution is computed
in the solve phase of AMG, which is given in Algorithm 2. The solve phaseis similar to a
geometric multigrid cycle, except the information generatedin the setup phase(A, S, R, and
P) is usedinstead of information that is explicitly known about the grids.



3 PARALLEL COARSE GRID SELECTION

The remainder of this paper focuseson parallel coarsegrid selectionalgorithms and the e ect
of coarsegrid selection on the performance of AMG. In this section, some of the basic RS-
basedalgorithms and the heuristics that ead implemernts are preseried. The CLJP coarsening
algorithm is discussed,detailing how it operates and exploring situations where considerably
more C-points are selectedthan by alternativ e algorithms.

AMG is unaware of problem geometry, thus coarsegrid selectionalgorithms are not provided
with a grid to coarsen.Instead, thesealgorithms make useof the graph induced by A}, denoted
G(Apn). The setof nodes (or vertices) in this graph are denotedV (G(Ap)).

3.1 RS-based Parallel Coarsening

Unmodi ed Ruge-Stiben coarsening[1] is not suitable for usein parallel. In ead iteration of
the rst pass,RS marks a single node as a C-point, marks the neighbors of that C-point as ne
points (F-points), and updatesthe weights of the neighbors of the new F -points. Sincework is
only donein a single, localized area, this algorithm will not scaleasthe problem sizeincreases.
Parallel coarsegrid selection algorithms are clearly neededto addressincreasing problem
sizes. Many of the algorithms previously dewveloped are basedon RS coarseningand use the
sameheuristics as RS when selectingthe coarsegrid. These heuristics are as follows [1]:

H1l: For ead nodej that strongly in uences an F-point i, j is either a C-point or strongly
dependson a C-point k that also strongly in uencesi.

H2: The set of C-points needsto form a maximal independert setin the reducedgraph of the
matrix sud that no C-point strongly dependson another C-point.

In this context, strong dependencyand strong in uence are basedon ertries in the matrix.
The set of nodesthat a node i strongly dependsupon, denoted S;, is de ned as

Si= j:]61 agj Tgix( aik) - (2

Often, issetto 0:25. The set of nodesthat i strongly in uences, denoted SiT, is de ned asthe
set of nodesthat strongly dependoni: S| = fj :i 2 Sio.

Heuristic H1 is required by the RS interpolation scheme. Subsequetly, ead of the RS-based
algorithms selectcoarsegrids that satisfy H1. The purposeof heuristic H2 is to provide a balance
on the size of the coarsegrid. H1 and H2, howewer, cannot always be satis ed simultaneously.
Hence,H2 is only a guideline to follow as closely as possible.

The simplest RS-basedparallel algorithms use RS coarseningon ead processor'sdomain.
This approad createslocations along processordomain boundaries where heuristic H1 is vi-
olated. Therefore, it is necessaryfor any method that usesRS coarseningto do additional
work along the processorboundary to enforceH1. Among the most e ectiv e of these methods
is RS3 [7], which doesthe usual two RS passesbut also does a third passon the processor
boundaries.

CLJP [6] is the rst coarseningalgorithm that utilized a parallel independert set algorithm
to selectits C-points. Using Luby's parallel maximal set work [10] and the work on parallel
graph coloring heuristics by Jonesand Plassmann[11], CLJP is able to select C-points in a



Algorithm 3 CLJP (AK)
Initialize: F=; C=;
1: for all i 2 V(G(AK)) do
2:  w(i) initial value

3: end for

4: while jCj+ jFj6 ndo

5. selectan independert set of points D
6. for all j 2D do

7 C=CJlj

8: for all k in setlocalto | do
9: update w(k)

10: if w(k) = 0then

11: F=F[ k

12: end if

13: end for

14: end for
15: end while

fully parallel fashionand can producethe samecoarsegrid for a given problem regardlessof the
processortopology, given the sameinitial conditions.

Some methods are designedto conbine the best features of both RS and CLJP. Falgout
coarseningand BC-RS [7] are two examplesof a CLJP-RS hybrid method. Falgout coarsening
works by having eat processorcoarsenits domain using RS. The C-points selectedon the
processordomain boundary are thrown out and all of the interior C-points are usedas input to
CLJP. In essenceRS coarsensthe interiors and CLJP handlesthe processorboundariessothat
H1 is enforced.

3.2 CLJP in Detall
CLJP Algorithm

The CLJP coarseningalgorithm [6] is able to concurrertly selectmany C-points through the
useof a parallel independent set algorithm. Algorithm 3 outlines CLJP coarsening.

Three lines of Algorithm 3 require further clari cation: the initial valuein Line 2, the selec-
tion of the independert setD in Line 5, and updating w(k) in Line 9. Di erent implementations
of thesethree lines leadsto di erent algorithms. CLIP implements theselines as follows.

The initial values of w are jSTj + rand(i), where jSj is the number of nodes strongly
in uenced by node i and rand(i) is a random number in (0;1). The purposeof the random
number is to give ead node a unique value for w. This random augmertation makesit possible
to break ties betweennode weights, which allows many C-points to be concurrertly selected.

The independert set D is selectedsud that D = fi :w(i) > w(j); 8 2 Si[ S g. This set
will be independent, but it will not necessarilybe maximally independen.

The valuesof w are updated using two heuristics:

1. Valuesat C-points are not interpolated; hence,neighborsthat strongly in uence a C-point
are lessvaluable as potertial C-points themseles.



Algorithm 4 CLJP-Upd ate-Weights
1: for all c2 D do
2. for all j suchthat S;; 6 0 do // Heuristic 1

3: w(i) w(@) 1

4. SCJ' 0

5. end for

6: for all j such that S;c6 0do // Heuristic 2
7 Sc O

8: for all k suc that S¢; 6 0 do
9: if Sk 6 0then

10: w(i) w(@) 1

11: Skj 0

12: end if

13: end for

14. end for

15: end for

2. If k andj both strongly dependonc2 C and|j strongly in uences k, then j is lessvaluable
as a potential C-point sincek can be interpolated from c.

The weight update method dependson using the auxiliary in uenc e matrix, which is de ned as

S = 1 ifj2s;
"'~ 0 otherwise

This meansthat S; = 1if i strongly dependsonj. Row i of S givesthe strong dependenciesof

node i, and columni givesthe strong in uences of node i. Theseheuristics are implemented as

shawn in Algorithm 4.

CLJP Analysis

For certain types of problems, CLJP selectsfar more C-points than alternative algorithms,
such as Falgout coarsening. To elaborate, consider a small 9-point Laplacian problem with
homogeneousDirichlet boundary conditions, as shown in Figure 1(a). When this problem is
coarsenedusing RS, the result is a coarsegrid with nine nodes. Figure 1(b) shows that the
selectedcoarsegrid is very structured.

When the sameproblem is coarsenedusing CLJP, the results can be quite di erent, depend-
ing on the initial conditions. The random portion of the weight givento ead node hassigni cant
cortrol over the nal coarsegrid. As a result, CLJP can selecta variety of grids. Since the
random portions of the weights do not take any part of the problem structure into accoun, the
structure of the problem can be completely lost on coarselevels. Figure 2 shows the results
from four selectedruns by CLJP on the example problem. In ead example, more C-points
are selectedthan by RS. This is not surprising given that there is only one con guration which
satis es H1 and contains nine C-points. In general, for problems on structured meshes,CLJP
selectscoarsegrids with signi cantly greater numbers of C-points than RS coarsening. Figure 3
shows obsened frequenciesof the number of C-points selectedby CLJP on this problem across
250million trials. According to theseobsenations, CLJP selectscoarsegrids with nine C-points
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Figure 1. A 9-point Laplacian problem and the results of coarseningthis problem using RS.
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Figure 2: Coarse nodes selectedby CLJP for a 9-point Laplacian problem on a 7 7 grid.
C-points are represerted with lled black nodes.
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Figure 3: Experimental results from testing CLJP on the 9-point Laplacian in Figure 1(a). The
plot shaws the obsened frequenciesof the number of C-points selectedby CLJP across250
million trials.

only about two-percert of the time, and it selectsbetweenelewen and thirteen C-points sixty-
percen of the time. In fact, coarsegrids with nine C-points are the eighth most likely result.

Theseresults are not limited to only small problems. Figure 4 displays the sameinformation
asFigure 3 but for alarger problem { a 9-point Laplacianona512 512grid. The meannumber
of C-points selectedin 50,000trials was 82,488. The minimum number selectedwas 82,210. For
the sameproblem, RS coarseningselects65,536C-points. The ne grid corntains 262,144nodes.

It is clear that a weak aspect of CLJP is that it selectstoo many C-points for certain types
of problems. Howewer, CLJP also has seweral attractiv e qualities. CLJP is entirely parallel,
and the results do not depend on the processortopology. The coarseningonly dependson the
weights assignedto the nodes. This meansthat CLIP will selectthe same coarsegrid for a
given problem if it runs on oneprocessoror if it runs on many processorsaslong asthe random
augmertations to the weights are the samein both cases.This is bene cial for both AMG users
and designers.Another positive quality of CLJP is that it can coarsento a single node without
redistributing the data.

The ability to produce the samecoarsegrid regardlessof processortopology and being able
to coarsento a single node e cien tly are qualities not shared by other RS-basedcoarsegrid
selectionalgorithms. Theseattributes make it worthwhile to examine possibleways to improve
the performanceof CLJP on problems for which it is currently uncompetitiv e.

4 MODIFYING CLJP

In this section, the methods used to modify the original CLJP algorithm to achieve better
operator complexities for structured problems are discussed.

4.1 Observ ations

From the experimerts preseried in the previous section, seweral obsenations can be made about
the behavior of CLJP. First, Figure 2 demonstratesthat CLJP can producevery di erent coarse
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Figure 4: Experimental results from testing CLJP on the 9-point Laplacianona 512 512grid.
The plot shaws the frequenciesof the number of C-points selectedby CLJP in 50,000trials.

grids, depending on what initial weights are givento ead node. Not all coarsegrids will perform
equally well. Howewer, CLJP doesnot considerstructure when building a coarsegrid. Further,
the coarsegrid selectedby CLJP not only a ects how well the solve phaseworks; it also a ects
the runtime performanceof the setup phase.

Eventhough CLJP doesnot usually pick the samecoarsegrids as RS or Falgout coarsening,
it has the ability to selectthose grids. The approac taken in this paper is to nd a method
that can be usedto \encourage" CLJP to pick coarsegrids similar to those selectedby RS and
Falgout coarsening.In particular, the goalis to make CLJP competitiv e with Falgout coarsening
for the typesof problems where CLJP currently selectstoo many C-points. The performance
of Falgout coarseningwas selectedas the goal becauseit often hasthe best performanceout of
the RS-basedparallel coarseningalgorithms.

Sincethe results of CLJP coarseningdepend largely on the random portions of the weights
assignedto ead node, looking at how the weights are selectedis a good starting point for de-
termining how to changethe performanceof CLJP. The purposeof the random weight augmen-
tations usedin CLJP is only to break ties betweenthe weights in neighboring nodes. Howe\er,
there is no reasonwhy theseweights cannot alsobe usedto preferertially selectsomenodesover
others for inclusion on the coarsegrid.

By using only random numbersto augmert the weights, CLJP selectsindependert setsthat
contain no structure. For some problems, these unstructured independert setslead to poorly
padked C-points, and this yields grid hierarchies with large operator complexities. Also, these
coarsegrids are leading to corvergencerates which are signi cantly worsethan those produced
by well-structured grid hierarchies. Experiments demonstrating these properties are found in
Section 5.

4.2 Mo di cations

The technique usedin this paper to improve the structure of the coarsegrids selectedby CLJP
is now intro duced.

In the precedingsectionit wasrevealedthat poorly structured independen setslead CLJP
to selectunstructured coarsegrids. This conceptis certral in the ideasusedto modify CLJP. A
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Figure 5: Outline of CLJP-c. In the rst step, CLIP-c takesthe graph of the matrix (left) and
colors eath node such that no two adjacert nodes share the same color (middle). In the next
step, a modi ed initialization phaseis run such that ead color carries someweight and there is
a prioritization of colors. The result (right) shows the coarsegrid selectedby CLJP-c when the
black nodesare given priority. For this simple problem, the coarsenode set is the sameas the
black nodes.

modi ed CLJP algorithm is createdby changingthe weight initialization stepin the setup phase
sothat both a random number and a weight that encourageshe selectionof a more structured
coarsegrid are used.

Graph coloring algorithms are usedto create a more structured independert set. These
algorithms solve the graph coloring problem:

Given a symmetric graph G = (V;E), whereV is the vertex set and E is the edge
set, the graph coloring problem is to nd a function which maps a color to eat
vertex suc that (v) 6 (w);8(v;w) 2 E.

Determining the best graph coloring (i.e., the graph coloring with the minimum number of
colors) is NP-complete [12]. However, many heuristics, which try to nd graph colorings close
to the optimal solution, have been created for this problem. For this application, we are only
interested in creating a structured independen set, and all of the graph coloring algorithms
considered[11] have satis ed this requiremert.

The setup phaseof CLJP was modi ed to utilize information from the graph after it was
colored. This modi cation forces CLIJP to preferertially select certain colors over others for
inclusion on the coarsegrid. An example of this idea is shown in Figure 5. In this example, a
9-point Laplacianona7 7 grid is coarsenedusing the modi ed CLJP algorithm, called\CLJP
in color" (CLJP-c) for the remainder of this paper. The resulting coarsegrid is the sameas
the nodescoloredblack in the middle graph. Note that this will not always be the caseas eah
color in the graph is only guaranteed to be an independent set. Only when the preferred color
forms a maximal independert set canthat color in itself be the coarsegrid. Forming a maximal
independen set, howewer, is not a su cien t condition to satisfy heuristic H1 on all graphs.

The changesto the CLJP algorithm occur in the initialization phaseof Algorithm 3. Previ-
ously the weights for eat node wereinitialized to be the sum of the number of strong in uences
of node i and a random number in (0;1). Now, howewer, this initialization needsto include
information about ead node's color. The CLJP-c initialization is outlined in Algorithm 5.

The most important new conceptin CLJP-c is the color weight The color weight is a unique
weight given to ead color and is included when initializing a node's weight. The color weight
and the random augmertation are chosensud that the sum will be between(c 1)5c'j and
cjcj, wherecis the color (an integer) and jc:j is the number of colorsin the graph. This ensures
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Algorithm 5 CLJP-c-Weight-Initializa tion (A)
1. Color G(A) : (i) = color of nodei 2 V(G(A))
¢ = setof colorsin G(A) /I \colors" are sequetially numberedintegersstarting at 1
for all colorsc2 ¢ do
cw(c) (c 1)FHcj
end for
for all nodesi 2 V(G(A)) do
w(i) jSTj+ rand(0;15cj) + cw( (i)
end for

that ead node of a certain color will be given an augmenation to its weight which is within a
range unique to that color.

For example, the graph shown in the middle image of Figure 5 contains four colors. In the
actual implementation, the setof colorsis ¢ = f1;2; 3;4g. Using Algorithm 5, the color weights
are 0.0, 0:25, 0:5, and 0:75. In Figure 5, the black nodesare color 4. This made augmenations
of at least 0:75 (and lessthan 1) to the weights of all of the black nodes, which are weight
augmernations greater than any of their neighbors. For this reason,the interior black nodes
were selectedas C-points in the rst iteration of the loop. The remaining black nodes were
selectedin the seconditeration of the loop.

In this example, color 1 nodes have weight augmertations in (0;0:25). Color 2 nodes have
weight augmertations in (0:25; 0:5), and so on.

4.3 Implemen tation Specics

The implementation used to produce the experimental results in the next section was done
within the parallel AMG solver in the hypre library [13] from the Center for Applied Scierti c
Computing at Lawrence Livermore National Laboratory.

Currently, the graph coloring algorithm being used is a greedy algorithm which usesan
incidence degree ordering (IDO) [11] to selectthe next vertex to be colored. The IDO algorithm
is simple to implement, but it does have shortcomings. In particular, the greedy algorithm
blocks CLJP-c from having the property that it will producethe samecoarsegrid regardlessof
processortopology; if the initial conditions are the same. Losing this property is not desirable,
sofurther work will include looking at or creating additional graph coloring algorithms to retain
this property.

5 NUMERICAL EXPERIMENTS

In this section, the results of experiments conducted on three test problems are reported. The
performance of AMG when using CLJP, Falgout coarsening,and CLJP-c is discussed. The
results of these experimerts highlight the improvemert of CLJP-c over CLJP on the types of
problems tested.

5.1 Exp erimental Hardw are

All of the experiments wererun on the Computational Scienceand EngineeringProgram's Turing
Cluster at the University of lllinois at Urbana-Champaign. This machine consistsof 640 Apple
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Xservesinterconnectedby a Myrinet network. Each Xserve housestwo 2GHz G5 processorsand
4GB of RAM.

5.2 Performance Measures

When examining the performanceand e ectiv enessof coarsegrid selectionalgorithms, se\eral

measuresare used. Complexity is one of the most clearly highlighted typesof measuresbecause
CLJP tendsto selectgrid hierarchies with large complexities, for sometypesof problems. Op-

erator complexity, Cop, is the total number of nonzero matrix ertries in the operators on all

levels divided by the number of nonzerosin the ne-level operator. Operator complexity givesa
measureon how much memory is neededto store the grid operators. The operator complexity

also has an e ect on the time neededduring the solve phase becauseeat nonzeroenry in

a grid operator adds to the amourt of work neededfor a smoothing sweep. Clearly, a small

operator complexity is desired. Other reported data includes the setup time, solve time, and

the cornvergencerate.

5.3 Exp erimental Problems

AMG was used to solve three test problems for a variety of problem sizes. Eadh problem
was solved by AMG using CLJP, Falgout, and CLJP-c coarseningalgorithms. One of these
problemsis two-dimensional;the other two are three-dimensionalproblems. Also, eat problem
is discretized on a Cartesian grid.

9-Point 2D Laplacian

The rst problem is a two-dimensional Laplacian problem,
u=f; 3)

which is discretizedon a Cartesian grid on the unit square,with homogeneou®irichlet boundary
conditions. The resulting matrix comesfrom the 9-point stencil.

In this test, ead processorwas given 1,048,576nodes(a 1024 1024grid). The largesttest
was run on 256 processorswith a total of 268,435,456degreesof freedom.

Table 1 shows the obsened convergencerates and operator complexities for this problem.
Operator complexities for the largest problem size are not available becausethe total humber
of nonzero ertries from the matrices on all levels is larger than 231, This causesan over ow
in the signed 32-bit integer, and this makesthe displayed operator complexity incorrect. The
most striking feature of the resultsin Table 1 is that CLJP-c doesmuch better on this problem
than CLJP. In fact, CLJP-c doesmarginally better than Falgout, which is a good sign for the
viability of this method.

Table 2 displays the obsened setup times, solve times, and the number of iterations neededto
corverge. The setup time of CLJP-c is competitive with CLJP, exceptwith the largest problem
sizes. An increasingrate of growth in the setup time asthe problem size grows is obsened for
ead of the test problemswhen CLJP-c is usedasthe coarseningalgorithm. This is an issuethat
should be addressedwith future work, and sincethe current CLJP-c implemenrtation is new it
is likely that signi cant algorithmic improvemerts can be made. Although its setup time grows
beyond that of CLJP and Falgout coarsening,the solve times are quite competitive. CLJP-c
doesslightly better in solve time than Falgout coarsening,and it doesmuch better than CLJP.
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Table 1: Obserwed corvergencerates and operator complexities for the 9-point Laplacian prob-
lem. The asterisks(*) denotetrials wherethe total number of nonzerosin the grid operators on
all levels causedover ows in the calculation of the operator complexity, sothose results are not
presert in the data.

Convergencerates Operator complexities
p N CLJP CLJP-c Falgout CLIJP CLJP-c Falgout
1 1,048,576  0.39 0.14 0.13 1915 1.333 1.332
2 2,097,152  0.40 0.14 0.14 1918 1.334 1.334
4 4,194,304 0.44 0.14 0.16 1920 1.334 1.336
8 8,388,608 0.46 0.15 0.16 1921 1.334 1.336
16 16,777,216 0.49 0.17 0.19 1922 1.334 1.337
32 33,554,432 0.50 0.17 0.23 1923 1334 1.337
64 67,108,864 0.53 0.24 0.28 1923 1.334 1.337
128 134,217,728 0.54 0.24 0.28 1924 1334 1.337
256 268,435,456 0.57 0.27 0.33 * * *

Table 2: Obsered setup times and solve times (number of iterations) for the 9-point Laplacian
problem.

Setup time Solve time (iterations)
p CLIJP CLJP-c Falgout CLJP CLJP-c Falgout
1 10.07 11.00 7.64 19.23(23) 7.43(12) 6.86(11)
2 1228 1295 9.66 26.45(23) 10.26(12) 10.40(12)
4 1373 1454 11.19 32.80(27) 10.67(12) 10.73(12)

8 14.83 1481 1154 33.22(28) 10.81(12) 10.68(12)
16 16.16 1540  11.81 37.26(31) 11.77(13) 12.91(14)
32 1627 1624  11.88 40.77(33) 11.86(13) 13.89(15)
64 1652 17.93  12.03 44.85(36) 13.85(15) 15.84(17)
128 16.68 21.19  12.09 48.15(38) 15.34(16) 15.80(17)
256 16.88 27.76  12.04 55.19(43) 17.06(17) 18.77(20)
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Table 3: Obsened corvergencerates and operator complexities for the 7-point Laplacian prob-
lem.

Convergencerates Operator complexities
p N CLJP CLJP-c Falgout CLIJP CLJP-c Falgout
1 216,000 0.20 0.10 0.06 22.054 5.039 4.325
2 432,000 0.22 0.12 0.08 23.565 5.272 4.553
4 864,000 0.25 0.14 0.10 25.214 5.568 4.787
8 1,728,000 0.29 0.17 0.13 27.377 5.948 5.149
16 3,456,000 0.30 0.19 0.15 28.473 6.227 5.356
32 6,912,000 0.33 0.22 0.18 29.836 6.525 5.635
64 13,824,000 0.36 0.26 0.22 31.246 7.033 6.080
128 27,648,000 0.38 0.28 0.25 31.967 7.312 6.279
256 55,296,000 0.40 0.32 0.29 32.696 7.738 6.705

7-Point 3D Laplacian

The next experimental problem is a three-dimensional Laplacian. This problem is still dis-
cretized from Equation 3, but now the problem domain is the unit cube. The degreesof freedom
are arranged in a Cartesian grid, with homogeneousDirichlet boundary conditions. In this
experimen, the secondorder certral nite dierence schemeis usedto produce the 7-point
stencil.

The number of degreesof freedomper processolis much smallerthan in the previous problem
becauseCLJP producesgrid hierarchieswith very large operator complexities for this problem.
Greater numbers of degreesof freedom per processorcausesCLJP to use all of the physical
memory available, which corrupts timing results due to virtual memory paging times. Each
processorwas assigned216,000degreesof freedom(a 60 60 60 grid). The largest problem
was run on 256 processordor a total of 55,296,000degreesof freedom.

Table 3 shaws the resulting convergencerates and operator complexities. In this problem,
it appearsthat CLIP-c performs slightly worse than Falgout coarsening. Howewer, there is a
tremendous improvemen in the operator complexities generated by CLJP-c when compared
with CLJP. This test demonstrates, more clearly than any other, that improving the structure
of the independert setsgivento CLJP can have a large e ect on the quality of the coarsegrids
it selects.

The corresponding setup times, solve times, and iteration counts are shovn in Table 4.
Both CLJP-c and Falgout coarseningperform similarly to one another and better than CLJP
in setup time in all but the largest problems. As the problem sizesincrease, an explosive
growth is obsened, and for the largest problem size,both CLJP-c and Falgout have surpassed
CLJP in setup time. This suddenincreasein setup time for thesetwo methods desenesfurther
investigation.

The explanation for this slovdown is found by looking at the grid operator information
generated by the trials. The average number of nonzero enries per row in the trials using
CLJP-c and Falgout is much larger than the largest averageseenin CLJP. This meansthat the
stencils in the trials using thesetwo algorithms becomevery large. The operator complexities
remain relatively low comparedto CLJP becauseCLJP-c and Falgout both coarsenthis problem
very quickly in the beginning but very slowly in the end, while CLJP coarsenshis problem very
slowly in the beginning but more quickly in the end. The greatestamount of time for CLIP-c
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Table 4. Obsered setup times and solve times (number of iterations) for the 7-point Laplacian
problem.

Setup time Solve time (iterations)
p CLJP CLJP-c Falgout CLJP CLJIP-c Falgout
1 12.76 6.03 4.43 9.79(12) 2.40(9) 1.72(7)
2 19.51 8.93 7.25 15.34(13) 3.47(9) 2.82(8)
4 29.35 12,53 10.66 18.40(14) 4.26(10) 3.44(9)

8 47.45 1845  16.37 23.64(16) 5.15(11) 4.22(10)
16 66.79 2599  23.24 25.70(16) 5.97(12)  4.60(10)
32 101.32 4069  37.40 30.24(17) 7.09(13) 5.58(11)
64 14861 76.84 7173 37.04(19) 9.60(15) 7.67(13)
128 207.47 12152 10235  53.65(20) 11.30(16) 8.88(14)
256 228.85 429.98 329.84  54.67(21) 22.04(17) 18.82(16)

and Falgout to coarsenthis problem is spent on the coarsesthalf of the grid hierarchy. These
opposite properties suggestthat it may be possibleto useCLJP-c at the beginning of coarsening,
and then use CLJP at the end to produce a faster setup phasethan either algorithm has now.
This hybrid algorithm would also have a faster solve phasethan CLJP alone.

In terms of the obsened solve times, CLIP-c and Falgout coarseningboth perform similarly,
with Falgout doing better. In solve time, both algorithms considerably outperform CLJP on
this problem.

7-point 3D Anisotropic Problem

The nal problem is the three-dimensionalanisotropic problem,
Clxx Uyy Uz =T, (4)

where ¢ = 0:001. As in the previous experiment, the problem domain is a Cartesian grid
on the unit cube with homogeneousDirichlet boundary conditions. Eacdh processorwas given
216,000degreesof freedom. The obsened convergencerate resultsin Table 5 show that CLIP-c
and Falgout coarseningboth selecthigher quality grids for this problem than for the previous
problem. Howewver, CLJP's corvergencerates are very similar to those obsened in the 7-point
Laplacian tests. Each of the coarseningalgorithms selectedgrid hierarchieswith lower operator
complexities than the previous test problem. In this problem, as in the previous problems,
CLJP-c competeswell with Falgout coarsening. In fact, CLJP-c does better than Falgout on
this problem.

Table 6 preseris the timings for this problem. CLJP-c takeslesstime for the solve phase
than Falgout but still requires more setup time. Howewver, once again, CLJP-c demonstrates
that selectingindependert setswith more structure leadsto much lower operator complexities
and better setup and solwve times.

5.4 Exp erimental Summary

The experimertal results in this section demonstrate the viabilit y of the technique preseried in
Section4.2. CLJP-c was able to signi cantly improve upon the operator complexities given by
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Table 5: Observed convergencerates and operator complexitiesfor the 7-point anisotropic Lapla-
cian problem.

Convergencerates Operator complexities
p N CLJP CLJP-c Falgout CLIJP CLJP-c Falgout
1 216,000 0.19 0.05 0.05 6.542 3.542 3.565
2 432,000 0.21 0.07 0.08 6.709 3.576 3.626
4 864,000 0.26 0.09 0.11 6.898 3.621 3.695
8 1,728,000 0.26 0.09 0.11 6.922 3.631 3.704
16 3,456,000 0.27 0.10 0.12 7.018 3.654 3.743
32 6,912,000 0.32 0.13 0.16 7.122  3.686 3.786
64 13,824,000 0.32 0.13 0.16 7.131  3.690 3.790
128 27,648,000 0.34 0.16 0.18 7.186 3.706 3.815
256 55,296,000 0.38 0.20 0.23 7.246 3.731 3.845

Table 6: Observed setup times and solve times (number of iterations) for the 7-point anisotropic
Laplacian problem.

Setup time Solve time (iterations)
p CLJP CLJP-c Falgout CLJP CLJP-c Falgout
1 3.62 2.50 2.23 4.49(12) 1.29(7) 1.31(7)
2 6.77 4.49 441 7.00(13) 1.82(7) 2.17(8)
4 10.01 6.51 6.62 8.79(15) 2.22(8) 2.63(9)
8 10.67 6.82 6.90 9.13(15) 2.35(8) 2.76(9)
16 13.99 8.91 9.14 9.89(15) 2.81(9) 2.99(9)

32 18.00 1141  11.68 12.85(18) 3.39(10) 3.98(11)
64 1829 11.98  11.90 12.79(18) 3.52(10) 4.10(11)
128 19.14 1352 12.84 14.00(19) 4.16(11) 4.83(12)
256 21.37 17.29  15.23 16.70(21) 5.71(13) 6.39(14)

16



CLJP in ewery test, and CLJP-c performed similarly to, and sometimesbetter than, Falgout
coarseningin seeral tests. The growth in the setuptime obsened for someof the large problems
with CLJP-c will require further investigation.

6 CONCLUSIONS

This paper intro ducesa new technique which is designedto addressthe large operator complexi-
tiesin grid hierarchiesgeneratedby CLJP for structured two-dimensionaland three-dimensional
problems. By modifying the weight initialization step in CLJP to include some information
related to the structure of the problem domain, improved performanceand lower operator com-
plexities are obtained. This structural information is computedthrough the useof graph coloring
algorithms. Color weights (i.e., weights unique to ead color in the graph) are included in the
weight initialization step of CLJP to encouragethe preferertial selectionof somesets of nodes
over others. This technique makes CLJP-c conceptually similar to Falgout coarsening,exceptit
approacesthe problem from a slightly di erent point of view.

A modied algorithm, called CLJP-c, which is basedon this technique is tested in three
experiments. Each experimert usesa dierent problem and tests CLJP, Falgout coarsening,
and CLJP-c for a large range of problem sizeson di erent numbers of processors. Tested on
large-scaleproblems, CLJP-c consistertly produceslower operator complexitiesand smaller solve
times, when comparedwith CLJP. CLJP-c's performanceis often similar to Falgout coarsening.
In some cases,CLJP-c exhibits large setup time growth rates as the problem size increases.
Investigation of this phenomenonis a possiblearea of future work on this topic.

The implemenrtation of CLJP-c in this paper usesa greedygraph coloring algorithm that does
not allow CLJP-c, in its current form, to retain all of the desirableproperties of CLJP. Studying
di erent graph coloring algorithms and other techniques may lead to a better approad.

The technique applied to CLIJP-c may also be applicable to other coarseningalgorithms. In
particular, the PMIS algorithm [9] usesthe sameindependen set algorithm as CLJP. It seems
very likely that applying the graph coloring method to PMIS may lead to even lower operator
complexities, but it is not clear how much improvemen would be seen. PMIS already enjoys
quite low operator complexities due to a modi ed interpolation operator, which was designed
speci cally to lower operator complexities in three-dimensional problems. The increasedcost
in the setup phasefrom computing the graph coloring may not be returned with large enough
decreasesn the solwe time. Further researd will be neededto determine if this approad is
useful with PMIS.
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